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The scale of the coming A.I. compute boom 

• Global A.I. compute is about to surge as hundreds of massive data centers come online 
from the U.S. Midwest to the Persian Gulf. 

• Roughly 20 million A.I. chips today → ~200 million by 2028, doubling every nine 
months. 

• Technologists compare the scale to the railroads, New Deal, and Manhattan Project. 

Why compute matters 
• Each major A.I. breakthrough has tracked directly with jumps in computing power. 

• “Scaling laws” dominate industry strategy: more compute → more capable models → 
more economic value. 

• Leaders predict A.I. will handle huge volumes of white-collar work and accelerate scientific 
discovery. 

Industry expansion and spending 

• Amazon, Google, Microsoft, Meta, Oracle expected to spend $750B in 2026 on A.I. 
infrastructure (up from $400B). 

• Global A.I. infrastructure investment projected to hit $1T by 2029. 
• Training cutting-edge models costs hundreds of millions per run; inference demand is 

exploding. 

Environmental and community backlash 
• Data centers consume enormous electricity and water; global usage was 64 GW in 2025, 

expected to quadruple by 2030. 
• U.S. communities are protesting over land use, water drawdowns, and rising power costs. 
• Data centers are becoming a midterm election issue. 

Geopolitical implications 
• The U.S. controls ~80% of global A.I. compute, with ~5,500 data centers—10× more 

than any other country. 
• Google alone is estimated to have 4× more A.I. chips than all Chinese companies 

combined. 
• China is racing to catch up with domestic chips, huge data-center plans, and national A.I. 

strategy. 

• Europe lags due to land, permitting, and energy constraints; Gulf states are investing 
heavily but face regional instability. 

The widening global divide 
• Compute concentration: ~75% U.S., 12–15% China, ~5% EU. 
• Raises concerns about unequal access to A.I. economic gains and global power 

imbalances. 
Acceleration of A.I. capabilities 

• Companies already deploying A.I. “agents” for multistep tasks: coding, research, 
customer support, email handling. 

• New benchmarks show rapid capability jumps (e.g., Anthropic’s model rising from 2.5% → 
16% task completion in months). 

• Researchers foresee recursive self-improvement, where A.I. helps build its own 

successors—enabled by massive compute. 
The bottom line 

• A historic surge in A.I. computing capacity is imminent. It promises scientific 
breakthroughs, economic transformation, and new automation capabilities—but also 
environmental strain, political conflict, and widening global inequality. The next few years 

will determine who controls the world’s A.I. engines and how society absorbs their impact. 

 


